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Background

The Minnesota Digital Library brings together a rich set of resources from institutions across the state. During 2008 the MDL added a “social side” to its Reflections project, allowing users from across the state to talk back to MDL and its participant organizations. Later in the year MDL added a prototype statewide search engine called Minnesota Finder to the mix, using a Google search box at MINITEX to facilitate searching across a variety of collections beyond Minnesota Reflections. While both these tools are useful, they are limited by the fact that people have to discover these tools before they can use them to discover the resources MDL points to. The goal of the “early 2009” projects were to maintain the Social Side and Finder systems while working to demonstrate how MDL could move some of its partner collections into the “mainstream” via Flickr.

Executive Summary

The Social Side of Reflections (SSR) was built using the PmWiki engine on a server hosted by MINITEX. It was made available to the public on 14 January 2008 via a small link on the image and document pages of MDL Reflections. The system had captured 250 comments on 214 items from 58 MDL collections by the end of June 2009. The only significant change made to the SSR during this early 2009 period was the creation of a “button” for the link from Reflections that indicates whether or not there are already comments available for a given image.

The Minnesota Finder was built on a Google Mini search appliance hosted by MINITEX. It includes Reflections and the Social Side of Reflections, Pennington County Historical Society, a portion of the Visual Resources collection at MHS, a portion of the Vivarium collection at CSB/SJU, and the Minneapolis Collection of the Hennepin County Library. We added the Vivarium and HCL collections during early 2009 and maxed out our 200,000 item license on the Google box. 

Finally, we worked with the Jewish Historical Society of the Upper Midwest to move their whole Reflections collection into Flickr. This required the creation of a workflow to migrate CONTENTdm items over to Flickr. Unfortunately, Flickr has been swamped with requests to join the Flickr Commons, so even though we first made contact in late 2008 we have yet to get enough of Flickr’s attention to get the JHSUM materials into the Flickr Commons. The workflow tools, however, put us in a good position to migrate collections easily if Flickr and our partners get excited about the prospect of joining the mainstream.

The Social Side of Reflections

We recognized that the SSR was a fairly low-use item when we first assessed its use in April 2008. This has not changed much since then. We did make the link from Reflections to the SSR more prominent by making it a button. Before the link became a graphical button the contributions were coming in at 0.41 per day (one contribution every two and a half days or so) and after the button’s debut we see a contribution rate of 0.51 per day (or about one contribution every two days). This 20% gain may be due to the button design or simply to slightly improved awareness of the commentary system among frequent users. We can’t really be sure. 

We have yet to receive a single “spam” comment. This both speaks to the quality of the information the contributors send us and, perhaps, to the “backwater” nature of the system which does not attract wide attention.

The chart below summarizes the number of comments received during each month of SSR operation. Note that the trend line is (ever so slightly) positive.
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A few minor improvements were made in the SSR during 2009. We added the ability for any participating organization to share an email address with us which could receive notices from the SSR whenever any new comments arrived. MDL staff were trained to maintain the list of those to getting such notices at http://views.mndigital.org/Site/NotifyList, There was also a rare bug involving quote marks that was resolved in the mdlcache.php script. Still, the SSR is pretty much as it was in 2008, a magnet for interesting comments from our users, but only a very minor destination for them.
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Minnesota Finder

The MDL wanted to explore "universal access," a way to search a wide range of digital collections including MDL and other historical society and campus digital object collections. By the middle of June 2008 we put together a prototype system that could search across MDL photo collections and a few collections from non-MDL institutions using the Google Mini search appliance.

When we began this work in late April 2008, a quick pilot was created using the Google custom search engine (CSE) facility. Though that quickly proved unworkable, it revealed enough about the way Google handled search that we realized we might be able to create a fully functional prototype using their Google Mini search appliance. The result is available as Minnesota Finder at http://search.mndigital.org.

In some classic sense the "right" way to approach this would have been using Heretrix, Lucene, and Solr to build a custom system meeting our particular specifications. But we didn't have time to create specifications, much less learn how to code Lucene/Solr. We needed a simpler path, and the Google Mini turnout out to be the path of least resistance. 

Much of this work actually took place in 2008, but since there was no formal report of that work, it is included here as well.

Ground rules

We set two basic ground rules when embarking on this effort:

1. The institutions we asked to participate should have to do as little as possible to work with us. 
2. Whatever work they did do would benefit the institution even if Minnesota Finder fizzled.
It turns out that many historical societies and other cultural memory organizations don't even have their collections exposed to internet search engines. These materials lie in the "dark web". It seemed that the most beneficial lesson we could teach these organizations would be how to expose their collections to spiders. Indeed, this included some political work convincing them that they should open their collections to spiders. If we could make their collections indexable, then even if our search engine never got off the ground, these institutions would benefit from the added exposure.

We decided not to require anything beyond this basic exposure from potential partners. No structured metadata, no special code. That almost worked. For the most part we didn't need anything special, but in some cases getting up to this very basic bar was difficult for institutions.

Given those ground rules, our solution space became quite constrained. Essentially we would be doing web crawls (or using someone else's crawls) to grab data from pages that became the source of our index. As a result, no fancy search would be possible either.[image: image6.png]600 Minnesota Reflections : Item Viewer
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Scope

We initially worked with our own MDL Reflections and SSR collections and the collections of two partners: the Pennington County Historical Society (PCHS) and the Minnesota Historical Society (MHS). During FY 2009 we added the College of Saint Benedict / Saint Johns University (CSBSJU) and the Hennepin County Library (HCL) to the pool. Aside from Reflections and PCHS, which were included in full, we only included portions of each collection.

Our initial license on the Google Mini was for 200,000 indexed objects. Reflections itself is indexing almost 30,000 pages and PCHS added another roughly 20,000. To limit the impact of MHS we decided to only index 40,000 items from the Visual Resources collection. The HCL contributed 10,000 images from their Minneapolis Collection. The remainder of our license was absorbed by roughly 100,000 pages indexed from CSBSJU. 

While we aimed to only include “photographs” in Minnesota Finder, our method of indexing really does not allow us to discriminate formats at all. When collections are mixed, some non-image objects do get indexed. This is most notable with the CSBSJU Vivarium collection, which includes a large portion of compound objects and PDF files. 

Using the Google Search Appliance

The Google Mini search appliance is a fairly low cost blue box that provides the tools to index a set of web pages and customize the results of that indexing. The Mini, like all Google search appliance (GSA) solutions, is aimed primarily at the business community for searching corporate web sites. However, it turns out that nothing prevents a GSA from searching any set of web sites in the world, the only limit is the number of pages the GSA will index, and that is based on the license you purchase from Google.

The challenges in configuring a GSA for our wide area search task were threefold: (1) determining proper indexing instructions for the GSA, (2) modifying the XSLT stylesheet to accommodate a more image-friendly search result page, (3) developing JavaScript to post-process the results inserting thumbnail images and the like.

Indexing with the GSA

The Google Mini provides only three basic controls for defining the scope of its crawl: where crawls start, what crawls follow, and what crawls avoid. In all cases, the GSA will obey any robots.txt or other robots directives that it finds present.

Crawls start from a list of URLs configured on the Mini. These URLs must contain links that, when followed recursively, lead to every image we want to index. In the case of the MDL Reflections system, the page we used as a starting point was our "About" page, (http://reflections.mndigital.org/cdm4/about.php) since it contains links to the browse view of every collection in the system. In the case of PCHS and HCL, special pages were developed that simply pointed to the item records of each photograph in their collections (http://pchs.org/photos and http://www.hclib.org/pub/search/MplsPhotos/crawler.cfm). This was similar to the approach taken for the MDL Social Side commentary pages (http://views.mndigital.org/Main/Comments). For the Minnesota Historical Society we tried an XML sitemap and learned that though the GSA can create a sitemap, it does not know how to follow one. This surprised us, and we had to create a set of sitemaps in HTML format instead (http://collections.mnhs.org/visualresources/sitemap1.htm). Finally, since the Vivarium has no “about” page similar to Reflections we actually wrote a PHP script that parses the CONTENTdm collection popup menu into a simple HTML page the GSA can follow (http://views.mndigital.org/mdlwas/getCDM4collections.php?site=cdm.csbsju.edu).

We also found that some of the collections were being protected by robot exclusions in both robots.txt files and in metadata headers. These had to be eliminated, or in the case of MHS, an exception had to be made for the MDL crawler. Opening collections in this way was a critical component of developing this search facility.

Of course, as a crawler steps though the files "hanging off" those starting points, it encounters many pages that are not "item records" for photographs. These were screened out in two ways. First, the GSA allowed us to define a list of URL patters that specified the only URLs that should be crawled and indexed. For example, though the crawl begins at MHS with the "sitemap1.htm" page, we also want the crawl to include "details.cfm" pages. But this is not enough to limit the scope of the crawl. In many cases there are pages within these bounds that should not be indexed or followed, so we also defined a set of exclusions. For example, in our MDL Social Side site there are many administrative pages that should not be indexed, so we exclude a pattern "contains:action=" to screen out any page with "action=" in the URL.

Scoping the crawl for CONTENTdm proved especially difficult. Every image in CONTENTdm has countless variations in size and orientation referenced from the item page, so we had to screen out all pages with "&DM" in the URL to avoid those variations. It also turned out that the links that resulted in column resorting were being followed, so we eliminated URLs containing "CISOSORT". But even with that screening, most item records were indexed multiple times by the GSA, since they were somehow found in different positions on various result set lists. In other words, if an image was the second on a results page when the GSA first encountered it, but it was fourth on another results page, the GSA would capture and index both versions of the item even though they were identical in content. Unfortunately CONTENTdm recorded that result set position in the URL of the item record and there was no way screen out the duplicates. As a result, we index more than twice the "pages" for our CONTENTdm system than we really should. This has a significant impact on the licensing of the Google Mini, since the cost of the license is determined on a pages-indexed basis.

Defining Page Structure with GSA's XSLT

The Google Mini returns search results in an XML form that gets transformed to HTML via an XSLT stylesheet that is part of what Google terms a "front end" for the GSA. Deciphering this stylesheet takes considerable attention, since it is over 3,000 lines long. While about a fifth of this code "can be customized," the vast majority of it lies behind Google’s statement that "we do not recommend changes to the following code." Accomplishing the changes needed to make an image search look good definitely necessitated changes to that restricted portion of the code, including the creation of a CSS file to support elements of the new look.

In addition to obvious layout changes (a two column layout with images next to the text about each hit), certain information had to be tagged with class or name attributes so that they could later be found by JavaScript and transformed.

One other very important change in the XSLT was exposing the URL of the cached copy that the GSA maintains for every page indexed. This allowed us to read through that cached copy when later looking for references to the images that we needed to display in the search results. Parsing the cached copy allowed us to avoid burdening partner systems every time a search result page needed to be presented by Minnesota Finder.

Post-processing Results on the GSA with JavaScript

After massaging the results with XSLT the page was structurally in good shape, but some important details were still unsatisfactory. For one thing, there were still no images on the results page. For another, the lengthy URLs that Google displayed were not of much use to the typical Minnesota Finder user, yet they contained hints that were very important.

To insert the image, we used JavaScript to look for elements named "mdl-image" by the XSLT. JavaScript used the URLs in those elements to derive the URL of a thumbnail image and then inserts that image URL in the "innerHTML" of the original element. This effectively replaced the text header of each result with a thumbnail image.

Similarly, to make the displayed hints more helpful, the JavaScript looks for the "mdl-instituion" tag surrounding those URLs and then parses the URLs to figure out which institution is responsible for each image. It then substitutes links to that institution for the URL.

Bringing it All Together on the GSA

A few other features of the GSA can come in handy for a statewide search of this sort. Google allows the creation of "keyphrases" that will be recognized in the search query. In response to these phrases, an "ad" of sorts can be displayed above the results. This is a nice way to call attention to certain partners. For example, any search that includes "streetcar" might pull up a link for the "Minnesota Streetcar Museum". The GSA can also suggest alternative terms, for example a search for "tram" will suggest using the term "streetcar."

The end result provides a very quick search of a wide variety of collections, presenting thumbnails of the images found and links to the host institutions.

Experiences with Partners

In building this prototype we only aimed to include a few partners, two or three collections outside the two MDL systems (Reflections and the Social Side commentary). The partners we succeeded at incorporating into the search taught us quite a bit about how much (or little) technical knowhow we could expect. 

Our aim was to keep things simple for partners. They needed to make their item records indexable by Google and provide a way to associate item records to thumbnail images. As we learned, both of these very basic requirements can be troublesome.

Pennington County Historical Society was building a new website, and the programmer developing that site was able to accommodate our crawler's needs in a matter of days. Item records on the new system used a URL that could, with some parsing sugar, be transformed into the URL of the thumbnails. He was able to provide a single starting page that referenced every photo in the collection. All was good.

A few weeks later we realized that while the parsing usually was sufficient to transform the item record URL into the thumbnail URL, that was not always the case. There were some special cases (where one item was represented by multiple images, like an object photographed from various angles) where the derivative thumbnail URL didn't reference an existing image.

We also found that the item records provided for indexing by the Minnesota Historical Society were built by a weekly process that associated given item records with images that had unrelated filenames. In this case there was no way to derive the thumbnail URL from the indexed item URL.

Without some way to make this association we would not be able to present thumbnails in the result sets. We needed a way to reliably refer to the thumbnail given nothing more than the URL of the indexed item record, since that URL was the only systematic metadata the GSA could provide as the result set was being rendered.

The solution lay in the fact that the GSA also keeps a cached version of each file it indexes. While we did not want to make that cached version of the page available for users, it turned out that we could parse that cached file to discover the URL of the associated thumbnail image from the HTML of the item record page itself. To do so would require a PHP script that took the cache page as an input and provided the actual image as an output. In other words, we could treat this PHP script as the URL of the thumbnail image itself. This method works so well that both the Pennington County and MHS glue was rewritten to take advantage of the GSA cache.

Since the GSA provides no way to upload and run PHP scripts, we host this script on another MDL machine in the same data center as the Google Mini. Both HCL and CSBSJU systems could provide more direct access to thumbnails for our results pages, so they didn’t require this technique.

We also learned that not all systems in use by our potential partners even have the concept of "item records" implemented. One potential partner wanted to develop an "item record" that combines a thumbnail image with a summary of the metadata available for that image, but never pulled together the coding resources to complete the task. Creating such a structure would be a great benefit to the accessibility of this site to all search engines, not just ours; but even this added incentive could not make up for limited resources.

Another potential partner was willing to take part in Minnesota Finder, but had robots.txt directives present that told all crawlers to stay away. Teaching this institution how to write a more discriminating robots.txt file would serve them, again, beyond the bounds of this particular project.

Our goal is to only make our partners do work that will serve them beyond the scope of Minnesota Finder. We want to facilitate wider exposure of their images to the world, both through Minnesota Finder and through other web indexes.

Usage

Although the Minnesota Finder was announced to the MDL list in 2009, usage has been very minimal. Once we gain confidence in the system, it really needs exposure through a site like MnKnows to generate some traffic. The minimal use of the system also highlights how marginal MDL systems really are, and leads us to the MDL+Flickr project.

MDL+Flickr

The MDL has now built a reasonable local infrastructure for managing digital objects (Reflections), giving voice to its users (the Social Side of Reflections), and searching across statewide collections (Finder). But the hard reality is that all this still lives in a backwater on the web. The MDL is not a “destination” site. We struggle to be noticed. Our traffic numbers on Reflections are fairly low, on Minnesota Finder and the Social Side they are even lower. To get noticed we have to move our product into the mainstream. We have to go where our users already are. MDL is not alone with this need, even the Library of Congress found that building its own social site would not bring all the benefits of joining a thriving social community already in existence. In 2008 the Library of Congress and Flickr joined together to create the Flickr Commons (http://www.flickr.com/commons), a special corner of the Flickr photography site that allowed LC to mount some of its collections where the Flickr community would discover and discuss them.

The MDL decided to try to join the Flickr Commons. We soon discovered, though, that we really could not enter into the agreement Flickr asks of Commons participants on behalf of our partners. The goal for early 2009 was to find an MDL partner willing to put its Reflections collection onto Flickr and explore becoming a part of the Commons. The Jewish Historical Society of the Upper Midwest (JHSUM) had recently created a Flickr account and moved a few images onto the site; they were eager to work with us to move their 500 or so images from Reflections to Flickr.

The challenges of developing a workflow were more easily overcome than the challenge of getting enough of Flickr’s attention to actually join The Commons. 

Workflow

Building a workflow to move Reflections content to Flickr was the first priority. This required meeting three challenges: getting appropriately scaled images out of CONTENTdm, getting the metadata about each image from CONTENTdm, and using the Flickr API to create versions of each item on Flickr. We knew that resources at the University of Minnesota were too tight to allow for development of special CONTENTdm API calls for the purposes of this development, so the challenge became doing all this from outside the CONTENTdm framework.

Pulling images from CONTENTdm

Minnesota Reflections has been built on a CONTENTdm engine. It turns out CONTENTdm is not very helpful about sharing its images at the kind of resolution needed for a service like Flickr. Participants in the Flickr Commons, for example, universally upload images with at least one dimension larger than 1024 pixels, a decent resolution for web uses. CONTENTdm is happy to share thumbnails, but higher resolutions are provided only as part of its zooming functionality. There is no API call that provides a copy of an image at a specified resolution.

Some experimentation with modified URLs and CONTENTdm proved that CONTENTdm could, in fact, be coaxed into providing a direct link to a full higher resolution version of any image. (See details at http://eric.clst.org/MDL/Examples.) Using this technique, a method was developed to retrieve any CONTENTdm image at (roughly) a specified resolution. The heart of this method  involves pulling an image at a known scale (say 10% to keep file transfer time short), doing some math on the dimensions of that scaled image to find out what scale would produce an image of the desired target dimensions (say 1024 on the longest axis), and then retrieving the desired version of the image. Roundabout, to be sure, but effective.

More comprehensive descriptions of this method along with some demos can be found at http://eric.clst.org/MDL/ImageRetrieval. The PHP JPEG Metadata Toolkit proved the key ingredient to developing this method. In fact, in the future it might be wise to use this toolkit to put all the metadata from the record directly into the image file so that even an orphaned image file would have some context available downstream.

Pulling metadata from CONTENTdm

For the SSR we pulled metadata from Reflections by “scraping” the item record screen in Reflections. This method would not be adequate for the comprehensive metadata we needed to retrieve in order to build a Flickr record. Instead, we chose to use CONTENTdm’s Open Archives Initiative (OAI) harvesting support to pull metadata from Reflections.

The OAI protocol allowed the script to probe Reflections for a full list of records within a given CONTENTdm collection, which facilitates batch processing of whole collections. When a single record is specified, OAI retrieval is very fast and provides all the metadata in an easily parsed XML format.

Details and a demonstration of this method can be found at http://eric.clst.org/MDL/OAIRetrievalAndXMLParsing. 

Building Flickr records

In order to transfer records to Flickr one must have access to a Flickr account. For development and testing purposes we created the “mdltests” account. Eventually we also used the JHSUM’s own account for a final transfer. The scripts which accomplish the transfer can be configured to use either of these accounts. 

Flickr really does not do “metadata” the way librarians and archivists think of it. Basically, Flickr provides a “description” field, and all the metadata must be combined into that one field. Each Flickr Commons participant has chosen their own way of presenting this combined information. We worked closely with JHSUM to develop a basic approach to displaying our Reflections metadata. We discovered that there were two bits of information in that description that really require partner involvement: the name the partner wants to use in reference to itself and the target of the link that is placed around that name.
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We wanted to pull some terms from subject headings and use those to populate the tags associated with each image. To do so we parsed the subject and coverage elements of the Reflections metadata. The punctuation was normalized and (for the most part) removed to make for neater tags. We found that JHSUM had used some terms that seemed a bit silly as tags, and so we also created a stoplist of terms to exclude from the metadata. Obviously this list would probably vary from partner to partner, so it was also separated into the configuration of the script.

In order to interact with Flickr and move content onto their system, we had to register MDL as a developer of a tool that used the Flickr API. The owner of each Flickr account that uses the MDL scripts must authorize the MDL tools to use those accounts. This is not done lightly, since it gives an outside party (MDL) authorization to add and edit items on their account. Flickr provides a unique token to the MDL that essentially “unlocks” each account for manipulation. That token also becomes part of the configuration.

Finally all the pieces were put together using a library of PHP code called phpFlickr, which glued the images and metadata pulled via earlier steps onto a new Flickr record created by the Flickr API.

Altogether the resulting script required less than one minute to transfer each image and its metadata from Reflections to Flickr. Variations of this script allowed a one-by-one transfer of images or a batch process that could handle all the images from a particular collection at once. The roughly 500 images from the JHSUM collection took about two hours to transfer.

Details and a demonstration of this method can be found at http://eric.clst.org/MDL/Batch. Dan Coulter’s phpFlickr wrapper of the Flickr API or PHP proved invaluable in the development of this workflow.

Building a relationship with Flickr

The other challenge of the MDL+Flickr effort was to build a relationship with Flickr itself, so that we could learn what was required to join the growing Flickr Commons. Unfortunately Flickr has had little time to spare for an organization as small as the JHSUM. While we first contacted Flickr in summer 2008, we have yet to successfully sign up JHSUM as a member of the Flickr Commons.

After our first contact at Flickr was let go from the company in early 2009, we established that the correct contact for The Commons at Flickr was now Omar Ansari <oansari@yahoo-inc.com>. In February 2009 he asked that we give him until May to get out from under the backlog at the Flickr Commons, then in May he asked us to hold off until September. We will have to follow up with him in the fall.

Meanwhile Ansari did provide the legal agreement with Flickr and a set of steps involved in becoming a member of The Commons. The director of JHSUM consulted with her board and decided the agreement would be acceptable. Another significant requirement is that JHSUM mount a web page on their own site that describes their version of “no known copyright restrictions” for users of The Commons. Rather than relying on Creative Commons licenses (which require consent of the copyright holder in order to be meaningful), the Flickr Commons requires that all images be released under this “no known copyright restrictions” statement. Each participating site must define “no known copyright restrictions” on its own site. The good news is that The Commons abounds with examples from institutions that already participate, so developing such language was not daunting to JHSUM.

Since we could not get these images into The Commons, we dropped back to our fallback option of simply uploading the images from Reflections to the JHSUM’s existing account. JHSUM has agreed that this existing account will become the account for The Commons once Flickr is ready to accept them into the program. At that time JHSUM would move all other images out of that account and into a fresh JHSUM-events account.

Results

The transfer of images from Reflections to Flickr was uneventful once the scripts were written. Anyone with even the most basic knowledge of PHP (or even no knowledge of PHP if they are a good mimic) could add configuration information to the script for a new partner. Taking care of such configuration would probably require less than an hour of conversation with the partner and editing of the script. More time should be allowed to assist the partner with the acquisition of a Flickr account if they don’t have one already. Moving a few hundred records should only take a few hours. Once polished, the whole process could be completed in an afternoon for any partners that would like to take advantage of the MDL+Flickr process.
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Next Steps

The Social Side of Reflections is in good shape and can continue to be used in its current form indefinitely. The metadata lessons of the MDL+Flickr workflow could be applied to the SSR. Right now the “screen-scraping” approach of the SSR is much more vulnerable to small changes in the interface of Reflections than the OAI approach of MDL+Flickr.

MDL has plans to increase the capacity of the prototype Minnesota Finder to 300,000 items. Once that is in place we could recruit further content for this search. We did request that interested parties contact us at the last MDL annual meeting, but I have not heard of any nibbles. The Minnesota Finder is also underutilized. We need to generate more traffic there, perhaps via a link from MnKnows, in order to justify any continued expense.

Minnesota Finder’s difficulty with duplicate CONTENTdm entries could possibly by resolved by the use of OAI harvesting to generate a root page for each collection on the fly to facilitate simpler crawls. This approach might be explored if new CONTENTdm sites come into the project.

Finally, the MDL+Flickr workflow could easily accommodate any number of participants, but again, I know of no nibbles from the MDL annual meeting. JHSUM should, at a minimum, be encouraged to open its Flickr collection to the public (it is currently still limited to “friends and family”) and see what kind of traffic visits those images. That would be a simple and wonderful lesson for MDL. We should also follow up with Omar Ansari at Flickr in September or October to see whether we can’t move the JHSUM collection into The Commons.

The configuration of the MDL+Flickr script should be moved to a separate file from the script itself. This would remove the requirement for any PHP knowledge on the part of the person setting up the configuration. The JPEG processing of the retrieved image could also embed all the metadata from the record directly into the image file so that even an orphaned image file would have some context available downstream.

As we move the MDL to a hosted edition of CONTENTdm at OCLC, we should keep a close eye on these associated tools to make sure they still work properly. They have all been designed with only the most minimal dependencies on CONTENTdm, so such a move should have very little impact. Still, attention is warranted.
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KENNELS

TO VISIT DOG, View larger image View larger image.
Order No. ...

Hennepin County Library

The Minneapolis Collection

>> Arctic Cat Model 450 - Produced by Arctic

Enterprise - TRF - 1964 - Tube frame
‘machine - 9.5 horsepower Kohler 4-cycle engine -
$1,210. loading.

Pennington County Historical Society

ResultPage 1234567809 10 Next

Results 1- 10 of about 135 for cat. Search took 1.78 seconds.||

Arctic Cat - Pink, White, & Purple T-Shir. loading.
Description, Arctic Cat -
Pink, White, & Purple T-Shirt. Article #, 2007-026-005.

Pennington County Historical Society

Arctic Cat Dark Purple T-Shirt - 1962-1994 -
Manufactured in the late 70's -

‘One Million Snowmobiles - 1978-9. loading.
Description, .

Pennington County Historical Society

‘OF TONI MCNARON WITH CAT,

View larger image View larger image. Order No. M3528
Comments,
Hennepin County Library
The Minneapolis Collection

l Collection. Your search located 1 photo. PORTRAIT

>> Arctic Panther Cat - 1971 - Model P-12 - 12 HP
Kohler Engine. ... 2006-075-005-002 >>.

Description, Arctic Panther Cat - 1971 - Model P-12 -
12 HP Kohler Engine.

Pennington County Historical Society

... Thank you for your contribution! Children with Dogs
and Cat. Comment, Your Name, ...

poor cat only has ears and a taill More cat photos on
MDL! Scott-125. ...

Social Side of Reflections

Scott County Historical Society
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Tags

Jewish Historical Society of the Upper
Midwest

Minnesota Digtal Library

Business and Industry

North Side Minneapolis.

businesses
Shoe repair shops
Cobblers
Minneapolis
Hennepin
Minnesota
‘Samuel Rosenbloom owned a shop, Sam's Shoe Repalr,located on the comer of Girard United States.
and Glenwaod Avenues in North Minneapolis.
Addatag
Date: 1920; 412212003 11:54
Source: 18 cm x 12.7 cm
ot e e s e Additional Information
Sublect: Business an ndusty;Norh Side Minneapols-businesse; Shos epai shops; ©® @some rights reserved
s
Coverage: Minneapolis; Hennepin; Minnesota; United States. 8 0y riencs and famiy can see this photo
Local Identifer: 0279P
Type: image/stl image Taken on June 3, 2008
Link to our record: hitpireflections mndiaital org/u?ins, 187 Viewed once
From the Steinfeldt Photography Collection of the Jewish Historical Society of the Upper
Midwest. Flag this photo
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‘Samuel Rosenboom in his shoe repair shop, Minneapolis.

Title Samuel Rosenboom In his shoe repair shop, Minneapolis
Description Samuel Rosenbloom owned a shop, Sam's Shoe Repalr, located on the comer of Girard and Glenwood Avenues In North
Minneapolls.
Date of Creation 1920 Find whatyou
Dimensions 18.am x 127 em were looking for?
Physical Format Black and white photo.
General subject Business and Industry
Local Subject North Sice Minneapolis--businesses; Shoe repair shops; Cobblers
Minnesota City or Minneapolis
Township
Minnesota County Hemnepin
state Minnesota
Country United States
Contributing Institution  Jewish Historical Soclety of the Upper Midwest, 4330 S. Cedar Lake Road, Minneapolis, MN 55416.
ttp:/wew. Jhsum.org/asp_pages/ ndex.asp
Rights Management This image may not be reproduced without the expressed written consent of the Jewish Historical Society of the Upper
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